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Abstract
Recently, a new class of transport services, exem-
plified by Uber and Lyft has emerged. Such ser-
vices use very different pricing mechanisms when
compared to traditional taxis, and in this paper
we characterize such services through a new agent
based model, and identify a auction-based one-shot
pricing mechanism for such a model which is opti-
mal under specific assumptions. This mechanism
assumes only statistical knowledge of passenger
preferences, and uses a strategyproof elicitation of
driver preferences. We demonstrate the properties
of our mechanism including the tradeoff between
profit and efficiency, and analyze the effect of im-
perfect information for the company. Finally, we
show - through simulation - that our model yields
more profit than traditional taxi services.

1 Introduction
An on-demand transport service (ODTS) is one which does
not follow a fixed schedule, instead providing transportation
in response to a passenger request. Taxis are the most com-
mon instantiation of such a service. Recently however, a new
breed of on-demand transport service has emerged, as exem-
plified by companies such as Uber and Lyft [9]. Their grow-
ing popularity suggests that they have a competitive advan-
tage over other taxi-like services.

Any ODTS must be able to route vehicles; decide which
vehicle should be allocated to which passenger (and when);
price passengers; and pay drivers. Traditional taxi services
perform these functions through a mix of regulation, cen-
tral scheduling, or ad-hoc techniques. Such approaches are
amenable to standard optimisation techniques [1; 7; 11; 4; 8;
5], but implicitly assume that passengers and drivers will ac-
cept all journeys they are offered. The problem thus becomes
one of matching passengers to drivers in a way that minimises
costs, waiting times (by passengers) and driver idle times.
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Unlike traditional ODTSs, modern services exploit pas-
senger willingness to pay more for transportation at certain
times. Thus, the assumption of all journeys being accepted
no longer holds, and existing optimisation approaches do not
work well for such services. Instead, given that passengers
do not reveal (and often do not know) the maximum price
they are prepared to pay for a journey, pricing must be based
on a passenger model by analysing the large amounts of trip
information that ODTSs have collected.

The fundamental question this paper therefore seeks to an-
swer is how should an ODTS be priced when both drivers and
passengers have preferences over trip costs. In answering this
question we make two distinct contributions.

First, we introduce an agent-based ODTS model — re-
ferred to as the broker model — which maximises the bro-
ker’s profits based on the private preferences of passengers
and drivers. Within this model, we assume that only statistical
information about passenger preferences is available (poten-
tially obtained via data mining as done by existing ODTSs),
and that the system has no access to driver preference infor-
mation.

Second, we propose a pricing mechanism to solve these
problems in the broker model, consisting of two phases: (1)
passenger pricing and routing; and (2) passenger scheduling,
and driver selection and payment. To optimize (1), we ex-
ploit statistical passenger preference information. Phase (2)
is performed via an auction, providing a means of simulta-
neously eliciting driver preferences and selecting the driver,
while optimizing profit.

In the next section we describe our agent-based system
model. Following this, we propose a market mechanism for
optimally pricing a single journey via our model. Section 4
analyses some of our solution’s properties, while Section 5
evaluates the mechanism through simulation.

2 Agent-Based System Model
In order to develop our market mechanism for the bro-
ker model, we require agent-based models for passengers,
drivers, and the broker. To this end, we consider an on-
demand transport network consisting of a broker, K drivers
and their vehicles that can service a single order at a time (i.e.,
ridesharing is not supported), and N passengers (which enter
the network at different times). In this section we describe
our agent model for passengers, drivers and the broker.



In our model, a passenger requests pick-up and drop-off
location, which are represented by elements from the set of
vertices V in the directed graph G, which in turn represents
the underlying road network. As such, the set of edges E in
G represent direct routes between locations in V , which are
traversed by the vehicles.

Associated to each edge e ∈ E are:
1. a start location u ∈ V ;
2. an end location w ∈ V ;
3. a cost ce ∈ [0,∞) for a vehicle to traverse edge e ∈ E,

due to fuel consumption, and vehicle wear and tear, etc.;
4. and an edge traversal time τe ∈ Z+.
The edge cost ce and edge traversal time τe are assumed

to be computed off-line by solving the shortest path problem
between u and v on the underlying road network.

A new passenger enters the network when it makes a jour-
ney request to the broker, which for passenger i consists of:

1. a pick-up location vi,p ∈ V ;
2. and a drop-off location vi,d ∈ V .
3. A maximum amount of time ∆ that they are willing to

wait for a pickup.
Note that passengers do not specify when they would like

to be picked up, only how long they are willing to wait. We
assume that passengers wish to travel immediately (if possi-
ble), and thus our mechanism operates as a spot-market.

Our mechanism will respond to a travel request by making
the passenger an offer that they can accept or reject. We as-
sume that this decision is based on a private maximum price
rate (in, for example, euros/km), written ri,max that repre-
sents the upper limit they will pay for a journey of unit dis-
tance. A passenger will then accept a journey if offered a
price rate ri ≤ ri,max, and reject it otherwise. As an aside,
we note passengers are usually quoted a price riRi for a jour-
ney, where Ri is the trip’s distance, and that we therefore
assume a linear pricing scheme1.

We model ri,max as a random variable, which is indepen-
dent and identically distributed (i.i.d) for each passenger i.
This captures differences in price-rate preferences between
passengers. In particular, we assume that ri,max is beta dis-
tributed, with probability density function

fri,max(xr) =
1

ρmaxB(αr, βr)

(
xr
ρmax

)αr−1

×
(

1− xr
ρmax

)βr−1

(1)

where B(αr, βr) = Γ(αr)Γ(βr)
Γ(αr+βr) is the beta function, ri,max

has support [0, ρmax]. The beta distribution was selected due
to its flexibility. Using this distribution, we can capture a
variety of scenarios, such as different times of day simply by
varying the parameters αr and βr.

Once passenger i accepts her journey, each available driver
bids for the journey (described in detail in Section 3.1).

1Non-linear pricing schemes have been proposed [13; 14], but
their benefits have only been considered where total journey price is
a function of Ri or the driver commission-rate is not accounted for.
This is not the case in our mechanism, as the price-rate ri can vary
(as discussed in Section 3).

The bid determines driver j’s commission-rate, ηj . This
commission-rate represents the fraction of revenue from the
passenger that the driver is willing to pay to the broker. As
such, fixing ηj determines driver j’s profit for the journey,
given by

Sj,i = (1− ηj)riRi − ci (2)

where ci is the cost of transporting passenger i, given by ci =
κj(Ri+Rj,i) with κj denoting the cost-rate (in, for example,
euros/km) for the driver and Rj,i denoting the distance from
driver j’s initial location to passenger i’s pick-up location.

In order for driver j to bid for a passenger at commission-
rate ηj , the journey profit must satisfy

Smin,jτj ≤ (1− ηj)riRi − κj(Ri +Rj,i) (3)

where Smin,j is the minimum profit per minute the driver will
accept and τj is the total duration of the journey (from the
driver’s initial location to the passenger’s drop-off). Impor-
tantly, the minimum profit per minute, Smin,j , is only known
to the driver.

The function of the broker is to price passengers, and select
and pay drivers (detailed in Section 3.1). In order to perform
this function, the broker requires statistical knowledge of the
maximum price-rate, ri,max, each passenger is prepared to
pay. As this information must be learned, the distribution
that the broker has will in general not exactly correspond the
actual distribution of ri,max, given by (1). As such, the prob-
ability density function f̂ known to the broker is modeled by
the Beta distribution; i.e., the same as (1), except with param-
eters α′r, β

′
r. The parameters α′r, β

′
r are typically close, but

not equal to the parameters αr, βr.

3 Pricing Mechanism Design
In this section, we describe our market mechanism for rout-
ing, scheduling and pricing passengers, and selecting and
paying drivers in the broker model. A key feature of our
mechanism is that it uses the statistical knowledge of pas-
sengers’ preferences and also elicits driver preferences. In-
tuitively, using this additional information improves the bro-
ker’s profit as well as the efficiency of the mechanism. In
Section 5 we show that the broker model is, in agreement
with this intuition, superior to the standard dispatcher model.

3.1 The Mechanism
Our mechanism consists of two phases: passenger routing
and pricing; and passenger scheduling, as well as driver se-
lection and commission. In the first phase, a new passenger
requests a journey, and negotiates the price with the broker.
The offered price is obtained by solving an optimization prob-
lem exploiting statistical knowledge of the passenger’s pref-
erences. In the second phase, drivers are selected and the
commission-rate, η, is set via an auction.

Phase 1: Passenger Pricing
There are two stages to the pricing negotiation between pas-
sengers and the broker:

1. Offer: The broker makes the passenger an offer, con-
sisting of the price of the journey and an implicit com-
mitment that a driver will arrive within ∆ minutes.



2. Response: The passenger responds by either rejecting
or accepting the offer.

Within the offer stage, the broker proposes a price for
the passenger. This price is the broker’s gross profit for
the journey (since a driver has not yet been selected, their
commission-rate is not yet taken into account by this profit
calculation), and the broker should thus maximise by com-
puting the price-rate r as the solution to the following opti-
mization problem.

maximize
r

rRi

∫ ρmax

r

f̂(x)dx

subject to 0 ≤ r ≤ ρmax

(4)

where

f̂(r) =
1

ρmaxB(α′r, β
′
r)

(
r

ρmax

)α′
r−1(

1− r

ρmax

)β′
r−1

(5)

Note that the optimal price-rate will vary whenever the dis-
tribution f̂(r) changes. This may occur as passenger types
change over the course of a day.

In practice, the broker will only make an offer to a passen-
ger if there are drivers which can arrive to pick up the pas-
senger within time ∆. However, there is no guarantee that a
driver, even if available, will agree to transport the passenger.
If implemented, one could assume that the broker will refund
the passenger if no drivers can be found.

Phase 2: Driver Selection and Commission-Rate
In this phase, drivers are selected and the commission-rate is
determined. The key stages are as follows.

1. Driver Identification: The broker identifies those
drivers able to reach the passenger within ∆ time units2.

2. Journey Offer: The broker offers the journey of passen-
ger i to the drivers. In particular, the driver is informed
of the price the passenger paid, riRi, the journey dis-
tance, Ri, and the journey duration, τi. The journey dis-
tance and duration is computed starting from the pick-up
location of the passenger. The remaining parameters of
Equation 3 can be computed from this information.

3. Auction: The broker runs a sealed bid second price auc-
tion [12, Chap. 11], where each driver bids the max-
imum commission-rate η they are prepared to pay the
broker, such that condition (3) is satisfied. A driver is
only allowed to bid if η ≥ 0; i.e., the auction has a reser-
vation ηres = 0.

4. Driver Selection: The broker selects the driver with the
highest bid. This driver receives a profit (1− η∗)riRi −
ci, where η∗ is the value of the second highest bid. The
mobility broker receives the profit η∗riRi.

Driver selection and commission-rate determination is
built on a sealed bid second price auction with a reservation
price. This auction has been chosen for two reasons. First,
sealed bid second price auctions are Groves mechanisms [12,
Chap. 10]—drivers have no incentive to bid untruthfully.

2This filtering step potentially reduces the number of drivers
needing to be considered for the remainder of this phase.

Second, the auction only requires limited communication. In
particular, only a single bid is required per driver, saving both
time and bandwidth.

Scheduling is implicitly performed during the driver selec-
tion phase, both during the driver identification stage (where
ineligible drivers are eliminated), and during the auction
phase, where distant drivers are less likely to be chosen due
to their reduced profit for the journey.

3.2 Comparison with the Dispatcher Model
We now turn to the performance of our mechanism and com-
pare the broker’s expected profit with that of the dispatcher
in a traditional taxi service. The key feature of the dispatcher
model is that both the price-rate and the commission-rate are
fixed. To perform our comparison, we seek the optimal price-
and commission-rates for this model.

In the broker model, the maximum expected profit is ob-
tained by optimizing the following for each passenger i.

max
j∈J

max
r

rRiηj

∫ ρmax

r

f̂(x)dx

subject to 0 ≤ r ≤ ρmax

(6)

where

Smin,jτj = (1− ηj)riRi − κj(Ri +Rj,i) (7)

and J is the set of available drivers. Note that f̂(r) is the
probability density function for the passenger types known
by the broker (i.e., parametrized by α′r and β′r).

First, observe that the ideal optimization problem (6) can-
not be solved directly, as in order to determine the price-rate,
a driver must be selected and in order to select a driver, the
price-rate must be set. In our mechanism, (6) is decoupled:
the price-rate is first optimized and then the driver is selected.
We believe that this is a natural solution, as in order for the
broker to negotiate with the drivers, it is critical that there is
a journey it can offer.

On the other hand, the dispatcher (in the dispatcher model)
sets the fixed price and the commission rates by solving the
optimization problem3

max
η,r

ER,R0

[
rRηPr

(
Sminτ + c(R+R0)

1− η
≤ rR ≤ rmaxR|R,R0

)]
(8)

where R is the distance between the passenger’s pick-up and
drop-off, and R0 is the distance from the driver’s initial lo-
cation to the passenger’s pick-up location. Note that the sub-
scripts have been dropped as we are averaging over all pos-
sible passengers and drivers. Intuitively, this optimization
problem sets η and r so that the profit of the dispatcher av-
eraged over all possible journeys is maximized; that is, price
and commission rates are not adapted to each journey.

As for the broker model, it is reasonable to decouple this
optimization problem to first set the price-rate and then op-
timize the commission-rate4. In particular, the dispatcher

3Due to space constraints, and in order to simplify the analysis,
from hereon, we assume that κj = c for any driver j.

4A similar decoupling is used by services such as Liftago in
Prague.



solves the two optimization problems

rdis = arg max
r

ER[rRPr(r ≤ rmax)] (9)

and

ηdis = arg max
η

ER,R0

[
ηPr

(
Sminτ + c(R+R0)

1− η
≤ r∗R

)]
(10)

In practice, the fixed price-rate rdis and the commission-rate
ηdis in the dispatcher model are often chosen in an ad-hoc
fashion (or set according to outside regulations). Solving (9)
and (10) instead will result in a best-case optimized solution.

The formulations of the optimization problems solved by
the broker and dispatcher clarify the role of the centralized
financial and information exchanges at the broker. In partic-
ular, the broker exploits explicit knowledge of R,R0, Smin

(via preference elicitation), and the probability density func-
tion of ri,max (via data collection). In contrast, the dispatcher
model relies on optimizing profit averaged over R,R0, Smin,
which does not account for the unique parameters of every
journey. Therefore, the dispatcher cannot adapt the price- and
commission-rates for specific journeys.

4 Profit Analysis
In this section, we analyze the expected gross profit per jour-
ney (i.e., the passenger’s payment) for the broker with differ-
ent passenger types, and when the probability density func-
tion for each passenger’s maximum price-rate is imperfect
(i.e., when α′r, β

′
r differ from αr, βr in (1)). More precisely,

we analyze solutions to the optimization problem in the first
phase of our mechanism, described by (4).

4.1 Effect of Passenger Type
The probability density function of ri,max can be viewed as
representing the demographic or demand of the passengers,
and plays a critical role in determining the broker’s profit.
Under the assumption that the broker has perfect knowledge
of the probability density function of ri,max, we quantify the
difference between the expected gross profit under two prob-
ability density functions with parameters αr = 1, βr = β and
αr = 1, βr = β′, respectively5.

Theorem 1. 6 Consider two passenger types, with ri,max dis-
tributed according to Beta(1, β) and Beta(1, β′) on [0, ρmax]
with β, β′ > 2. Moreover, suppose that the mobility broker
has perfect knowledge of the probability density function of
ri,max. Then, the difference, E[Sdif,G], in the expected gross
profit per journey is given by

E[Sdif,G] =

∣∣∣∣ ρmax

(1 + β)2
g

(
1

1 + β
;β

)
− ρmax

(1 + β′)2
g

(
1

1 + β′
;β′
)∣∣∣∣ (11)

5Space constraints limit our analysis to these parameters, but the
general trends hold for more general choices of α, β.

6Proofs of theorems will be provided in a link to a separate tech-
nical report following blind reviewing.

where

g(x;β) =
1

B(1, β)
(1− x)β−1 (12)

Figure 1 demonstrates the effects of passenger type
(c.f. (11)). Here, the difference in expected profit grows
rapidly for small increases in β′, but then slows down, caus-
ing a decrease in profit of around 10% even for large differ-
ences in β. Note that changes in the value of ρmax will have
a linear effect on the curve’s scale.

Figure 1: Plot of the difference in expected profit as β′ is varied and
β = 2.1, with ρmax = 1.

4.2 Effect of Imperfect Information
We now relax the assumption that the broker has perfect
knowledge of the probability density function ri,max, bound-
ing the expected loss in the broker’s profit per journey, E[L].

Theorem 2. Suppose that the actual probability density func-
tion of ri,max is Beta(1, β) with support [0, ρmax] and β > 2;
however, the mobility broker uses the distribution Beta(1, β′)
with support [0, ρmax] and β′ > 2 to price passengers. Then,
the loss in the expected gross profit per journey due to imper-
fect information is upper bounded by

E[L] ≤ ρmax

1 + β

√
1

2

(
log

(
β

β′

)
+
β′ − β
β

)
(13)

We demonstrate the behaviour of this expected gross profit
loss upper bound in Fig. 2. The loss upper bound rapidly
increases as β′ increases, suggesting that it is important to
accurately estimate the probability density function of ri,max

used to price passengers. As in Figure 1, ρmax 6= 1 has a
linear effect on these curves.

Having analyzed the effect of passenger types on the mo-
bility broker’s profit, We now focus on the tension between
profit and efficiency in our mechanism — as the broker raises
its prices, fewer passengers will make use of its services.

We define efficiency E as E = Pr(Ap,d) — the probability
of the event that a passenger accepts an offer and that at least
one driver bids for the passenger in the second phase.



Figure 2: Bound on the expected profit loss as β′ is varied, with
ρmax = 1.

Given this definition, we can consider the role of the price-
rate on the profit-efficiency tradeoff. Although the first phase
of our mechanism optimizes the expected gross profit per
journey, the efficiency can be adjusted by changing the price-
rate. To improve the efficiency of the mechanism, we intro-
duce the notion of driver subsidies to ensure that drivers have
incentive to transport passengers with unprofitable journeys.

4.3 The Role of the Price-Rate
The expected profit optimization problem that the broker de-
sires to solve can be rewritten as

max
r

min
{Smin,j}

Rr

(
1− Smin,j + c(R0 +R)

rR

)
Pr(r ≤ rmax)

(14)

From which we can obtain that

P ∗ = max
r
rRPr(r ≤ rmax)− (S∗ + C∗)Pr(r ≤ rmax)

(15)

where S∗ is the minimum profit, Smin andC∗ = c(R+R0) is
the total cost for the selected driver j. The effect of the driver
supply on the price-rate is thus to regularize the optimization
problem. The subtracted term in (15) results in an optimal
price-rate that is higher than in the optimization problem in
(4), as driver preferences are explicitly accounted for.

To gain insight into the efficiency of our mechanism, we
consider the probability that at least one driver accepts at
price rate r. That is, there exists a driver such that

Smin + c(R+R0) ≤ rR (16)

In particular, we model the influence of journey parameters
via the random variable

X = (Smin + c(R+R0)) (17)

which is Beta distributed with parameters αd, βd (i.e., X
has probability density function given by (1), with αr, βr re-
placed with αd, βd).

With the introduction of X , we approximate the optimiza-
tion problem in (14) to obtain

P ∗approx = max
r
rRPr(r ≤ rmax)Pr(X ≤ Rr|R) (18)

The above provides useful insights into the tradeoff be-
tween the expected profit per journey and efficiency, illus-
trated in Fig. 37. The key feature here is that the curve forms
a loop — as the price-rate increases, efficiency and profit
peak before reducing again. At a low price-rate, no drivers
will accept a passenger; while at a high price-rate, no passen-
gers will accept a journey. We also observe that the profit-
maximizing price-rate does not correspond to the efficiency
maximizing price-rate. As both factors determine the bro-
ker’s profit, this tradeoff must be carefully accounted for.
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Figure 3: Plot of expected profit approximation in (18) vs efficiency
as the price-rate varies. Parameters are: R = 1, ρmax = 1, αr =
1, βr = 1.1 and αd = 1, βd = 5.

4.4 Coping with Unprofitable Journeys
Efficiency is affected by the requirement that each driver re-
ceive a minimum profit for each journey (see 3). As observed
in Fig. 3, this induces a loop in the profit-efficiency curve —
reducing the price-rate (i.e., increasing the probability each
passengers accepts) significantly reduces total efficiency.

Subsidies can be used to improve the probability that a
driver will be willing to service every passenger that accepts.
While an unbounded subsidy can make every journey prof-
itable for at least one driver, in general the subsidy must be
bound to ensure that highly unprofitable passengers are not
serviced (and that the broker makes a profit).

To implement the subsidy, the reservation price of the auc-
tion (see Sec. 3.1) is modified. Instead of requiring η > 0
in each bid, the broker accepts negative bids; i.e., η > ηres,
where ηres < 0 is the new reservation price. This increases
efficiency as drivers with bids

η = 1− Smin + c(R0 +R)

rR
< 0 (19)

7Note that the values of efficiency are parameter dependent, thus,
the values shown do not reflect system performance in practice.



can still bid for a journey.
To ensure that the mobility broker does not suffer a signif-

icant loss, the reservation price ηres ∈ R is bounded, thus
bounding the subsidy. We investigate the choice of the sub-
sidy parameter, ηres, via simulations in the next section.

5 Evaluation: Simulation Results
We now compare the behaviour of our mechanism with the
dispatcher model via simulation. These simulations utilise
the Mobility Services Testbed [3], which generates realistic
passenger demand profiles and uses locations in the Hague.

Figure 4: Plot of expected profit as the number of potential passen-
gers varies, for two passenger types.

Fig. 4 plots the expected profit with N = 40, 60, 80, 100
passengers, for both the broker and dispatcher model as βr
(which reflects passenger demand) is varied. In the dis-
patcher model, the taxi closest to the passenger is offered
a journey (and may refuse it). We note that a higher βr
can be interpreted as a lower passenger demand. The num-
ber of vehicles is K = 30, the minimum profit parameter
Smin,j = 0, waiting time ∆ = 10 minutes, the cost-rate is
c = 1 euro/km, ρmax = 5 euros/km, and αr = 1. As a com-
parison, we assume in the dispatcher model, the price-rate is
rdis = E[rmax,i] and commission-rate ηdis = 0.2.

The key observation is that our mechanism for the broker
model has a higher expected profit than the dispatcher model
for both passenger types (i.e., βr = 1 and βr = 3). Also
observe that there is a significant difference in expected profit
between the passenger types. This is consistent with our anal-
ysis in Theorem 1, illustrated by Fig. 1, for βr > 2.

ηres Expected Profit (euros) Efficiency
0 90.5 0.29

-0.1 83.9 0.34
-0.3 59.2 0.43
-0.5 24.1 0.51
-1 -52.8 0.64

Table 1: Effect of subsidies on the expected profit and efficiency.

Table 1 shows the effect of subsidies (i.e., varying ηres in
Phase 2 of our mechanism) on the expected profit and the ef-
ficiency of our mechanism. The parameters are: N = 100
passengers; K = 30 drivers; ∆ = 10 minutes; αr = βr = 1
and cost-rate c = 1 euro/km. These parameters are consis-
tent with real-world taxi operating parameters. We also set
the parameter Smin,j as uniformly distributed on [0, 5.4] eu-
ros/min, which contrasts with our experiment in Fig. 4 where
Smin,j = 0. This captures differences between driver profit
requirements (see (3)), and also differences between the profit
requirements over time for the same driver.

As the reservation bid, ηres decreases, the expected profit
decreases while efficiency increases. The reduction in profit
occurs as the broker is potentially required to pay the driver
more than the passenger paid for the journey. On the other
hand, the efficiency increases as drivers can be found to ser-
vice even highly unprofitable journeys. As Table 1 shows, us-
ing subsidies can significantly increase efficiency (from 0.29
to 0.51, while maintaining positive profit). Also observe that
the profit is negative when ηres = −1, the broker must thus
tune the reservation price so that there is a driver to service
passengers while ensuring that its expected profit is sufficient.

6 Discussion and Future Work
We compare our proposed model to a dispatcher model rather
than to a system such as Uber as such companies keep their
pricing mechanisms secret. Our results show that the broker
model generates higher profits than the dispatcher model, val-
idating the theoretical results of Section 3.2, and potentially
explaining the popularity of modern ODTSs.

With regards to related work, passenger and vehicle prefer-
ences have been considered in the area of demand-responsive
transport, where ride-sharing is supported [10]. However, in
this approach it is assumed that passenger pricing preferences
are known. Moreover, the total profit is optimized via a com-
binatorial auction with no consideration of driver preferences.
More broadly in the transport domain, preference elicitation
via auctions has been exploited to allocate airport slots [2].

With regards to taxis and ODTSs, private passenger and
driver preferences have largely been ignored. Instead, price
preferences and profit requirements are assumed to be known
in the optimization of routing, scheduling and driver selection
[1; 7; 11]. Notable exceptions are in [6; 14], where only sta-
tistical knowledge of passenger preferences is assumed; how-
ever, individual driver preferences were not considered.

With regards to future work, this paper prices passengers
individually (local pricing), and ignores potential future jour-
neys [14]. We are investigating global pricing mechanisms
which optimise pricing across multiple passenger requests
and over time. We are also working with a commercial ODTS
to evaluate our mechanism in practice.

7 Conclusions
In this paper we proposed the broker model for ODTSs, and
shown that this model yields higher profits than the standard
dispatcher model. We have also shown that the model is sen-
sitive to the broker’s knowledge, and described how subsidies
can be used to increase the system’s efficiency.



Our model schedules, routes and prices passengers, and se-
lects and pays drivers. It requires only a statistical model of
passenger preferences (which can be obtained from informa-
tion readily available to a ODTS), and elicits driver prefer-
ences in a strategyproof manner. Finally, by filtering drivers
able to bid, our model can address scalability concerns. Our
work therefore forms a sound basis for ODTS pricing.
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